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Temporal microzones and end-user workstations

Temporal microzones can be thought of as temporary bubbles in cyberspace containing a
user interaction capability, a storage capability, and a communications capability. They pop up
when you need them and disappear rapidly thereafter, leaving residuals as and if appropriate,
but not interfering directly with each other or interacting with many other spaces.

What have they done for me lately?

We are not in the business of having battles with attackers. For that reason, we always seek
mechanisms that change the leverage in our favor. Zoning architectures have classically been
used to reduce the complexity of management while gaining better control over smaller and
smaller portions of the information assets. Zones are used for large-scale separation and limit
traffic and interactions. Sub-zones separate areas within zones to limit risk aggregation and
get closer to least privilege. These methods tend to be fairly permanent, complex, hard to
implement and operate, and disruptive when changed. Just think of all the firewall rules that
may have to change in different places when you move part of an application to another zone.

Temporal microzones offer something closer to least privilege, including limiting the times
associated with those privileges. Unlike other time-based limitations on access, temporal
microzones don't need to restrict user access to specific times of day. Rather, they engage
the user with the necessary capabilities when needed but eliminate the risk of unwanted or
accidental access when not needed for actual use.

How do | do this today?

One of the four desktops | switch between is
shown at right. On each of these desktops
there are four displays arranged as you see :
here. The bottom one is a laptop with battery and interfaces.
The top three displays are connected to laptop display ports.
This allows enough screen space to hold multiple display
areas, each typically corresponding to a microzone. The controlling laptop in this case is on
the bottom and 3 displays with different microzones are above it. The controlling laptop also
allows applications in this case, one of which is displaying an overlaid window.

The left-most microzone is a virtual network console (VNC) running through secure shell (ssh)
to a distant computer at a co-location (colo) facility about 100 miles away. There | am logged
in with a remote desktop to manage operations. Overlaid on that is an early version of this
article. The middle top display shows a VNC via SSH connection to a local file server. It's
doing a remote backup to a colo facility computer supporting some other windows associated
with a distant storage environment | have access to. The upper right is a remote desktop
connection to the machine | use while traveling. | typically update this machine to match
environments | want to carry, test it before travel, back it up and use it for limited operations
when home. It has the lid closed, the power cord connected, and sits on a shelf near the local
file server, which is also a laptop with lid closed.
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On another desktop is another microzone with an email client and Web browser (so | can click
on things from email and see them in the browser). | also have the small command line
window | use to control all of the operations on that desktop, my calendar and another set of
terminal windows for technical operations. My 3™ desktop is set aside for VMs for various
functions over time, like remote desktop sessions and such. The last desktop is for more VNC
connections and to servers, some of which contain VMs | operate remotely.

These microzones change over time, and are thus temporal in nature. | pop up microzones
when | use them, and currently differentiate about 20 of them. There is one for each of a set
of businesses | work with, a few for large clients, some for storage server controls, some for
backup systems, and so forth. Generally, | pop up a microzone when | need to use it (it takes
about 15 seconds to bring one up), use it for the intended purpose, and then shut it down
(which takes a second or less). This is about the same amount of time | used to spend
getting into the right directory context on a local machine to do the same thing. Bl have been
doing this for about the last 6 months, and | am very comfortable with the added process. It is
reasonably efficient and it doesn’t interfere with my rate of progress.

Users, Tunnels, Storage, and Computation

Users: In essence, each user sets up in a manner similar to how | operate, at least when
operating from their desktop. When on the road, they are left with less capability, and that is
intentional. The idea is that physical presence in trusted and protected facilities gives a lot
more access than is given to those in less trusted locations, especially when it comes to
controlling infrastructure, servers, and so forth. Those who need more simultaneous
operational capacity have more screens, desktops, and computing power on their work
machine. But when on the road, they are restricted to things they need to do there. Someone
else will control the critical infrastructure elements of the business when they are away. For
cases where more performance is required, we have physical machines in the same server
farms as virtual machines and use them remotely via VNC.

Storage: The user's system provides access to storage areas through a few different
methods. The primary one for day-to-day use is remote file shares mounted in file-based
access only modes, appearing as local drives. There is usually one primary with a backup at
a different location, and that is used for storing things like the passwords and cryptographic
keys required for access to other systems, standard file sets for configuring other machines,
backups for the user's road machine, and so forth. Multiple other shares are used for other
things. For example, each client has a file share, there are file shares for lines of business, file
shares for differentiated storage areas such as special projects, and so forth. These are all
accessed either with the remote disk mount methodology, through secure file transfer protocol
(sftp), or in some cases through Windows, Mac, or other file sharing services, depending on
what is called for. Each user also has an area used for transfer. For example, to transfer a file
received in email to a storage area associated with a client, the user drags and drops the file
from the email VM's storage area to the client's storage area. If the client area isn't opened,
the user opens it do do the operation, and when done working on that matter or for that client,
they close connection and unmount the file system. In exchange for the few seconds of effort,
we get effective temporal separation and user control regardless of what the attackers do in
the virtual machines or machines running VNC clients. Many of these can also be mounted
from the road machine, for users authorized to do so.
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Tunnels: The reason we can do these remote operations in relative safety is that they
operate though encrypted tunnels. Each tunnel is independent of the others and they have
different user IDs and passwords or digital keys. We can readily change who can access what
by changing keys and updating authorized users, but there is no central control. This is a
tradeoff we have taken to avoid aggregation of risk in centralized systems. | don't have
access to everything and neither does anyone else. And those controlling various assets can
cut me off just as | can cut them off from things | control. We rarely have to of course...

Computation: We think of services of various sorts as computation. A Web server does
largely computation. If it has some storage, it is either permanent (i.e., intended to remain
unchanged for a long time or be added to selectively over time) or temporary (i.e., it stores it
for a short time then sends it to storage and deletes it). Other sorts of computation include
things like running analysis programs on data for forensics, which is done via VNC over SSH
or direct SSH terminals to physical machines. Simple computation, like the use of word
processors or spreadsheets, and similar items are done either on VMs for the purpose, via
VNC to servers, or on the local machine. Most computation machines do not have outbound
initiated traffic to the Internet. You can VNC in via SSH from authorized places and move files
through secure shell file server mounts, but users can't go to the Internet from those
machines, which reduces or eliminates most Trojan horses and their effects.

Reconstitution rather than recovery

We don't like to respond to potential attacks by trying to have a battle with the attackers. It is
quite easy to regenerate a VM or rebuild a standard storage or computation system if we think
something has happened to it. We do this periodically anyway to update things, change disks,
try new structures, and so forth. As a result, whatever attackers may do tends to be temporary
in that it gets overwritten before long. The permanent storage remains of course, but it is only
used by copying it to VMs for execution and use. If it produces outputs that need to be stored,
they are stored, but any such activities are not persistent past VM reboots. A Trojan or virus in
a VM is gone when the reboot returns to the original stored version. A persistent vulnerability
built into the operating environment lasts till the environment is changed, but even then, the
effects are limited to the allowed communication and file access. A Trojan in a computation
node cannot spread out or leak information to the Internet because it can only communicate
back through the secure shell tunnel to the user. It's not perfect, but it is easier to do than the
other approaches we have tried, and it seems to be quite effective and relatively easy to use.
The trick is to spend some extra money on the user workstations.

How much are those workstations?

Seems pretty expensive — yes? Not really. Video displays cost a few hundred dollars each
and last for 10 years in many cases. They use very little power, a lot of desk real-estate, and
you have to be careful with the ergonomics a bit. The laptop | use to control my setup costs
about $1200 and | use these machines for a year before moving them to another function.
The connectors and other similar stuff, power strip, keyboard, mouse, etc. all come in at less
than a few hundred dollars. Networking is needed regardless. In the end, the cost of a really
outstanding user workstation is on the order of $400-$600/y per user. And these are really
power users. Compare it to their health insurance, mileage, one airfare, a sick day, or
anything else in your environment, and you will find it is not too expensive for the value it
brings every day in both efficiency and protection.
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And all that other overhead?

Not much it turns out. Adding a new user ID, file share, and all of that for a new client, project,
or whatever, takes a few minutes. But suppose it took an hour of top flight talent. How much
are your clients worth to you? Their data is isolated from other clients, only available to
authorized parties, not stored on mobile devices any more than it has to be, and only
available for use when needed. If someone steals your laptop, they have access only if they
can guess your password (or decrypt the disk) and leverage that to get to access-related
information. And then they only have that access until it is reported and changed. And that is
not some huge database with all of our customer data in it, it's only the data related to the
customers you were servicing at the time.

Back to the basics

Since the beginning of serious efforts to understand protection in the computing era, basic
principles have been identified. GASSP and GAISP identified principles like accountability,
awareness, proportionality, least privilege, separation of duties, and simplicity. In some sense,
temporal microzones have just started to reach the point where this is attainable at a
reasonable granularity for low cost and with relative ease. While we have some way to go, the
future looks good for the evolution of this approach to protection, and today we have a
feasible alternative that is usable by many sophisticated users. We think it will have a bright
future is and as we start to increasingly deploy it.

Summary

There is always a tradeoff between user convenience and protecting the utility of content. In
the current environment of uncertainty regarding what works and doesn't in protection, there
is a need for a new mix of strategies. Separation of duties, risk disaggregation, operating
environment diversification, defense-in-depth, protective mechanism redundancy, reducing
time on target for attackers, changing the leverage to favor defenders, and user convenience
seem to lean toward the temporal microzone concept. In practice, it does and can work, and it
is now a feasible solution, even if not yet a very convenient one. Someday it may become
very common, and for now it is still a bit leading edge. But it seems to work well enough now
for use, and we are using it.
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